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Abstract

Pointing at planar surfaces such as TV and computer
monitors or projection screens can be a useful mode
of interaction between humans and machines. To a
large extent what seems to hinder the use of vision in
such practical applications is the difficulty of the com-
putational task, which is typically defined as 3-D recon-
struction from uncalibrated 2-D images of a non-static
scene. We describe below two designs where, using one
or two cameras, the target of pointing on a flat mon-
itor or screen is identified without 3-D inference, us-
ing only image morphing and line intersection. This is
accomplished by registering the images with the target
plane. When used to identify a pointing target on a sur-
face hiden from the camera (e.g., a computer monitor
which supports the camera itself as in most PC' config-
urations), we add aperture(s) coplanar with the target
surface in front of the camera(s). We describe ex-
perimental results showing a fully automated procedure
for pointing target detection with high accuracy. The
simplicity of our method and its robustness, as well as
the relative accuracy of our results, can make pointing
a practical means of human-machine interaction.

1. Introduction

A person who is pointing towards a target operates in
a three-dimensional world, while our task is to detect
the pointing target from two-dimensional images. The
direct approach, employed in most pointing detection
work, calls for the following 3-D inference: analyze the
person’s gesture and identify the pointing direction in
the 3-D world, intersect this direction with the 3-D
surface on which the pointing target is assumed to lie,
and finally identify the pointing target as the object at
the point of intersection. This approach is feasible if we
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have at our disposal 3-D measurements; but inferring
3-D information from 2-D images is difficult, and thus
such a direct approach is rather difficult to implement
and does not typically give accurate results.

Our main contribution is the design of two meth-
ods, using one or two cameras, to identify a pointing
target on a flat surface in 3-D space. The distinguish-
ing feature of our approach is the active design of the
camera rig, when the target plane is not in the field of
view of the cameras. Similar to the method in [1], only
2-D image-based operations are used, including image
registration and line intersection. Our detection algo-
rithms are automatic, inexpensive, and are suitable for
real-time implementation.

Previous work on pointing usually involves geomet-
rical constructions in 3-D, resulting in high computa-
tional load and imprecise results. This kind of com-
putation may be needed when the pointing target lies
in an arbitrary position in space. Accordingly, the 3-D
pointing vector is computed in [6, 8] using a stereo pair
and in [3, 12] using two cameras located above and to
the side of the subject. 2-D image-based reasoning is
used in [7] where the pointing direction is identified in
a single image; this system, however, does not locate
the pointing target but only identifies a cone in the im-
age which contains it. In [1], the pointing target on a
ground plane is computed from two images generated
by two uncalibrated stereo cameras, using only two-
dimensional collineations. See [11, 14] for a review of
the vast literature on face/eye detection and finger-tip
tracking.

In this paper, we first outline the proposed method
for detecting pointing target in Section 2. We then
describe the implemenation details and experimental
results of two designs in Section 3 and Section 4 re-
spectively. We summarize the differences between the
methods and the possible applications suitable for each
in Section 5.
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Figure 1: (a) The 3-D line going between the person’s eye and finger-tip intersects the target plane in the pointing target. The
pointing direction is projected on the target plane through the camera’s focal point Camera 1, and it passes through the pointing
target. (b) Using 2 cameras we get 2 different lines on the target plane whose intersection identifies the pointing target. (c) Morphing:
using 4 corresponding points the image is morphed to agree with the target plane.

2 Our approach

2.1 Replacing 3-D reconstruction by 2-
D homography

Our pointing target identification system uses a
novel method that avoids the need in 3-D reconstruc-
tion and 3-D geometry. Although the method is based
on analysis in 3-D projective geometry, at the end all
we need to do is compute image morphing and line
intersections in images. This method works in sit-
uations where the pointing target lies on a flat 2-D
surface (plane); it is a descendent of the so called
“plane+parallax” approach (e.g., [9, 13, 5]).

The geometry underlying the method, which con-
cerns a person pointing towards a flat surface, is de-
scribed in Figs. la-c. Fig. la shows the 3-D setup: the
3-D line going between the person’s eye and finger-tip
intersects the target plane in the pointing target pre-
cisely (see discussion in Section 2.3). Assuming for the
moment that the target plane is the image plane, the
pointing direction is projected onto the image through
the camera’s focal point (Fig. 1b); it is the line go-
ing through the person’s eye and finger-tip as seen in
the image, and it passes through the pointing target.
Fig. 1c illustrates the essence of our method: using 2
cameras we get 2 different lines on the target plane
which pass through the pointing target, and thus their
intersection identifies the pointing target.

In reality the target plane is not the image plane,
as shown in Fig. 1d. Thus we need one more step: we
use image morphing, by way of linear transformation
of the image, to map the image plane to the target
plane. As shown in the figure, we morph the image so
that the four image points pl’, p2’, p3’, p4’ are moved
to take the same position as the corresponding target
plane points pl,p2, p3,p4. The fact that we map a
plane (the image plane) to a plane (the target plane)

guarantees that this can be done with a projective 2-D
linear transformation (homography). The homography
also moves the computed 2-D pointing direction to the
correct place as it should be on the target plane.

To summarize, our pointing target detection in-
volves two steps:

Morphing: Identify 4 (or more) corresponding points
on the first image and the target plane, and com-
pute the 2-D linear transformation which moves
the image points to the same place as they have
on the target plane. Apply this homography to
the whole image. Repeat the same procedure for
the second image.

Line intersection: In each image identify the eye and
finger tip, apply the registration homography to
these points, and finally compute the line passing
through these two points and draw it on the target
plane. Identify the pointing target at the point of
intersection between the two lines, obtained from
the two images.

2.2 Two proposed designs

We studied two designs: The Peek Thru Configuration
has an “active flavor“ to it: when it’s not possible to
find the target plane in the image, we construct the
camera rig so that finding this plane is easy. The Di-
rect View Configuration involves the application of our
scheme to simplify the task of 3-D pointing target de-
tection.

2.2.1 Peek Thru Configuration

This design is useful for human-machine interaction,
where users communicate via a TV or computer mon-
itor, e.g., choosing items from a menu or playing a



Target Plane g

e @

(b)

Figure 2: Graphic illustration of the target plane. (a) Peek
Thru Configuration (side view): the target planeisa TV or com-
puter screen, with a planar extension added on top; two aper-
tures are cut in the extension plane, through which the two cam-
eras view the scene. (b)Direct View Configuration (top view):
the target plane is some flat surface in space; the cameras view
simultaneously the user and the pointing target.

computer game (see Fig. 2a). In this design, a verti-
cal opaque plane with one or two polygonal apertures
(aligned side by side) is positioned on top of the com-
puter or TV monitor, approximately coplanar with the
screen.! The extended plane, which includes the screen
and the aperture extension, is called the target plane.

Two cameras lie behind the extension plane, viewing
the user from behind the two apertures; each aperture
is always fully visible at the respective image periphery.
In this design, the cameras see different parts of the
target plane, and thus the target plane points used for
morphing are different in the two images. Therefore
a reference image of the target plane which contains
the two parts seen by the two images is required to
integrate the information from the two cameras.

Initially (and only once), a frontal image of the
target plane (screen + attached apertures) is taken;
this image is our reference frame. Alternatively, the
reference frame can also be a geometrically accurate
schematic diagram of the target plane.

To compute the necessary image registration (mor-
phing) transformation, the aperture boundaries are de-
tected in each respective image and in the reference
frame. Registration involves applying a projective 2-D
linear transformation (homography) to the image, af-
ter which the aperture boundaries in the image appear
exactly as they do in the reference frame. 4 points are
sufficient to compute this 2-D transformation.

In this design the user is photographed pointing to-
wards the camera; to find the pointing target, it is
necessary to detect the user’s eyes and finger-tip. To
aid in the detection of the finger-tip, the user wears a
thimble, identified by color; the thimble replaces other
active means of interaction, such as a remote control.

L Another possibility is to use a transparent extension plane,
where each aperture is replaced by at least 4 feature points.

In addition to making finger-tip detection easier, the
thimble has the following advantages for user-interface
purposes: (i) it tells the system which user has “con-
trol” at a given time; (ii) if there is more than one user,
as in the context of computer game with a few players,
the characteristics of the thimble provides user ID (as
in a game of monopoly).

2.2.2 Direct View Configuration

This design is useful for such purposes as a presenta-
tion or a video conference. In this setup, the target
plane and the user are visible from both cameras and
one of the images is chosen as the reference frame (see
Fig. 2b), cf. [1].

As before, registration is based on image data: four
corresponding points on the target plane are identified
in both images; registration involves applying a pro-
jective 2-D linear transformation (homography) to the
second image which is not the reference frame. Since
the target plane is typically a projection screen or white
board, four such points usually can be easily detected.
The eye and finger-tip are detected on the original un-
warped images.

2.3 How people point

To compute the pointing direction, we first need to
know how people define it. In the initial experiments
with 3 adults and 1 toddler, we asked the subjects to
point at corners and small objects while sitting about
2m away from the target. The experiments show that
people define rather precisely a pointing direction from
the right or (less often) left pupil through the tip of
the pointing finger (Fig. 3)2. A similar observation is
made in [3, 7], where it is noted that people use the line
between their head and the finger tip as the pointing
direction.

2.4 Potential difficulties

There are a few sources of errors and uncertainties in
the proposed designs:

1. Due to personal variability, not all subjects may be
able to articulate the pointing motion as intended
(for example, due to poor vision or weakness of
the pointing arm).

2. The detection of eye and finger tip locations is
susceptible to uncertainty, sometimes in order of
magnitude of a few pixels. Such uncertainty in
point localization translates to an uncertainty cone

2This may describe pointing strategy when people are rela-
tively far from the target, 2m or more.



Figure 3: Snapshots from our experiments: the line connecting
the pointing target (assumed known) and the finger-tip of the
subject intersects the right eye of the subject.

around the estimated line. The shorter the dis-
tance between the two points defining the line is,
the larger the cone of uncertainty is.

3. As the linear morphing transformation is a 2-D
homography, small errors in the point localization
can lead to large errors in the computed transfor-
mation if the perspective effects are strong.

3 Design I: Peek Thru configu-
ration

Recall that in this design a camera looks through an
aperture in the target plane, and uses the aperture as
it appears in the image to register the image with the
reference frame. The reference frame can be either a
frontal image of the target plane (screen + attached
apertures), or a schematic diagram of this plane.

During registration the image is morphed so that the
aperture boundaries are moved to the same location in
the image as they have on the reference frame. After
registration, all points on the target plane appear in the
image in their veridical position, including the pointing
target. We identify the pointing direction by passing
a line in the original image between the eye and the
finger-tip. We then plot this line on the reference frame
itself, constraining the pointing target to lie on this
line.

3.1 Finding the pointing target from 2

uncalibrated images
3.1.1 Image based registration

We identify in each image points on the aperture
boundaries, which by construction lie on the target

plane. Typically these are the corner points which can
be accurately identified as the intersections of the four
lines bounding the aperture [4].  We then compute
the 2-D homography which moves the image points to
their veridical position on the reference frame.

Let (z,y) denote the image coordinates of a point,
and (X,Y) denote its coordinates on the reference
frame. The registration transformation is a 3x 3 matrix
M which transforms one representation to the other in
homogeneous coordinates:

X x
Y | «xM-| y
1 1

where o denotes equality up to scale. A simple count-
ing argument shows that since each point provides two
constraints on M, and since M is defined up to scale
(thus containing 8 unknowns), at least 4 points (or 2
parallel lines) are needed to compute the transforma-
tion.

3.1.2 Eye detection

We locate the face and the corresponding eye corners
in each image using an algorithm for face and facial
feature detection and tracking based on Information-
Based Maximum Discrimination (IBMD) classifiers [2].
Tracking is done in the unwarped images. In this algo-
rithm, discrete, non-parametric probability models are
used in a maximum likelihood setup. The observation
model for each face and facial feature consists of the
combination of three distinct low-level image features:
pixel intensity, vertical edges, and horizontal edges.
After this automatic detection of faces and eye cor-
ners, we estimate the location of the right pupil as the
point lying on the line connecting the left and right
eye corners, roughly 15% away from the right corner
towards the left corner. The left pupil is estimated in a
similar way, relative to the left eye corner (see Fig. 4a).
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Figure 4: (a) The output of the eye corners detector on one
example of a face stereo pair. (b) Output of finger tip detector:
the tracked area around the pointing finger tip is marked red,
highlighted by a rectangular frame.

(b)



3.1.3 Finger tip tracking

In the current set-up the user’s finger-tip tends to oc-
clude the torso, which makes detection based on tem-
poral changes very hard. To simplify the detection and
establish “control”, the user wears an easy to detect
thimble, identified by a color blob. Tracking and de-
tection are done in the unwarped images.

To detect the thimble we first initialize the color
model by training the system with the colored thimble.
We use a color model in the HSI color-space, and Gaus-
sian approximation for color distribution. Our tracker
is based on the combination of color pixel classification
and local search in the next frame based on previous
detection. We estimate the finger tip as the centroid
of the image region identified as the thimble (Fig. 4b).

3.1.4 Target detection via line intersection

We compute the line passing through the eye and the
finger-tip and plot it on the reference frame. In the
first experiment (Section 3.2) two cameras provide 2
lines, whose intersection is the pointing target. In the
second experiment (Section 3.3) one camera provides
one constraint line, while the second constraint line is
given a-priori. The target is identified at the point of
intersection of the two constraint lines.

3.2 Experimental results: two cameras

Our experiments were conducted in a laboratory,
with subjects sitting on a couch and pointing towards
a 46 inch (1 x 0.75 m) TV monitor positioned at 2.5
meters away. Two cameras stood on the monitor view-
ing the scene through apertures cut in a plane roughly
coplanar with the monitor. The distance between the
cameras was roughly 80cm, and the size of each aper-
ture was roughly 9 x 9.5 em. The reference frame, a
frontal view of the TV monitor and the two apertures,
is shown in Fig. 5a. An example of an application is
shown in Fig. 5b. One example stereo pair from this
experiment is shown in Fig. 5c.

For each subject and each frame, we draw in Fig. 6
a yellow circle around the pointing target detected as
described above. We eliminated transitional frames,
when subjects move their finger to point at a new tar-
get. For all the subjects the data cluster neatly close
to the six intended pointing targets, showing high rel-
ative precision in both the subjects’ pointing and the
target detection. The median errors, computed as the
distance between the intended target and the identified
target, are 6.2 ¢m, 6.6 cm, and 9.85 ¢m for the three
subjects respectively. Given that the subjects were sit-
ting at 2.5m away, The median angular error is less

than 0.04 radian. Table 1 summarizes the results.

A sequence showing an experiment with a subject,
and the corresponding identification result, is available
in mpeg from the CVPR web site. The projections of
the target direction line onto the reference plane via
the two cameras are shown in red when the subject
is in transition, and in green when stable pointing is
taking place.

Note that most subjects show consistent bias in their
pointing (either to the right or above the target); this
may very well be due to the large size of the thimble.
We hoped to eliminate this source of bias with a smaller
thimble, which was used in the next experiment.

sbj | median err | minmum error | max error
1 3.5 -5.1 -0.103 -0.3248 7.6 -8.3
2 6.6 -0.1 -0.286 -0.0005 | -11.9 -7.6
3 9.1 3.7 0.304 0.0400 20.6 10.0

Table 1: Identification errors measured in cm : the median

error, minmum error and maximum error are shown for each
subject and for each direction (horizontal and vertical)

3.3 Experimental results: one camera

This experiment was conducted using a similar setup
to that in Section 3.2, with one important difference:
only one camera stood on the monitor (roughly cen-
tered), viewing the scene through an aperture cut in a
plane roughly coplanar with the monitor. The tar-
get points lie along two one-dimensional curves shaped
roughly like half-circle. We used two different menus,
each composed of a set of target points aligned over a
different curve: 10 target points on the first menu (up-
per curve), and 6 on the second menu (lower curve).
Now the intersection of the single image pointing direc-
tion and the curve along which the targets lie uniquely
determines the pointing target.

For each subject and each frame, we draw in Fig. 7
a dark line, showing the computed pointing direction
registered with the reference frame as described above.
Here, too, we eliminated transitional frames. For all
the subjects the lines cluster together neatly in the
proximity of the intended pointing target in the vicinity
of the constraint line. The results show high relative
precision in both the subjects’ pointing and the target
detection.

4 Design II: Direct View

In this design the camera is looking at the target
plane, recording both the user and the target. Exam-
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Figure 5: a) The re erence ra e, a fronto-parallel small field picture of the target plane (the TV screen) and the attached apertures.
The six pointing target points used in our experiments were marked on the TV screen with blue bullets. b) The re erence ra e shows
a frame from an example application of photo album sorting, where pointing is used to select pictures. c) A pair of frames (left and

right cameras) from the actual experiment.

Figure 6: ointing results for three subjects in the Peek Thru configuration, using two cameras. Similar results were obtained for a

fourth subject.

Figure 7: ointing results for 4 subjects in the Peek Thru configuration, using one camera.



(a)

(b) (c)

Figure 8: A pair of frames from the direct view configuration: (a) An image taken with the right camera, with 8 target points marked
on the projection screen in front of the user. The results of eye and finger-tip detection are marked by a white circle with black cross
on top. The pointing direction is the line passing between the two points (shown); the (registered) pointing direction from the other
image is also shown. The pointing target is estimated to be at the point of intersection between the two lines; the detection here is
very accurate, as the actual pointing target was, roughly, at the lower right corner of the monitor. (b) An image taken with the left
camera. The target plane is overlaid with the slide shown in (c), demonstrating the application where pointing is used to navigate

topics in a lecture.

ples are shown in Fig. 8, which also demonstrates the
application where pointing is used to navigate through
slides during a lecture.

Here we use target plane features as they appear
in the images to register the images with each other.
During registration the second image is morphed so
that the points on the target plane are moved to the
same place in the second image as they have on the
first image (the reference frame). The computation of
the plane registration and line intersection is similar to
that described in Section 3.1.

To compute the pointing direction we need as before
to detect the eye and the finger tip. The finger tip
detection is typically easier than in the previous case,
since the arm tends to extend out of the body and
the finger tip tends to be at the extremity of the body.
We therefore do not use a thimble in this configuration.
Eye detection, on the other hand, is more difficult since
the person is typically viewed from the side or from

behind.

The finger-tip and eye are detected and tracked on
the unwarped images using the Nine-Grid algorithm
[10]. This algorithm has a two-level architecture: The
lower level processing consists of a set of visual oper-
ators applied bottom-up and according to a spatially
uniform pattern to the image area within the bounding
box around the target subject. The upper level consists
of a set of heuristics for interpreting the output of the
lower-level operators in terms of features of the human
body. The Nine-Grid approach was modified in two
ways for the pointing results in this paper: an extra
visual routine was added to calculate the eye positions
based on a fixed offset from head location; and, the

bounding box of the subject was rotated (manually) to
line up with the long axis of the subject (to account for
camera angle and lens distortion). Feature detection
and target detection results for one image are shown in
Fig. 8a.

Pointing target detection results for 5 subjects are
summarized in Fig. 9. The results were superimposed
on the example of Fig. 8(c) to demonstrate the lecture
navigation application. They were less accurate than
those shown in Section 3, especially when the user was
close to the target plane. A sequence showing an ex-
periment is available in mpeg. The projections of the
target direction line are shown in cyan when the sub-
ject 1s in transition, and in red when stable pointing is
taking place.

Summary

We described two configurations, the Peek Thru Con-
figuration and the Direct View Configuration, for plac-
ing the cameras and target plane in order to detect a
pointing target. The pointing direction was assumed
to be the line passing between the user’s eye and finger-
tip. Our results show that our approach can be
accurate enough for practical applications of human-
machine interaction, replacing remote control or laser
pointer for such purposes as on screen selection. In
particular, in our experiments we were able to identify
correctly up to 10 different target points for almost all
subjects, which is more than enough for such applica-
tions as computer games. This relative accuracy is par-
ticularly reassuring in light of all the possible sources
of errors and uncertainties, as discussed in Section 2.4.

An obvious extension of the work described above is



Figure 9:  ointing target detection results for 5 subjects in the direct view configuration, using two cameras located behind the user.
The top row shows pointing results when the subject stood about 3m away from the camera. The bottom row shows pointing results

when the subject stood about 1.5m away from the camera.

to provide feedback to the user so that target identifi-
cation errors can be corrected interactivly. However, in
a few prelimiary experiments, we observed that when
real-time feedback is given to the user, the initial posi-
tion of the target is much less important than the re-
sponsiveness of the feedback loop. In light of these ob-
servations, we argue that our method is most suitable
for applications where feedback is not desirable, e.g.,
a game where each player chooses one of a few possi-
ble answers or moves without revealing their intentions
to the other players. When feedback is possible, e.g.,
applications that require item selection such as in tra-
ditional TV and computer user interfaces, our method
can still be used but without much care for accuracy
(thus one camera is almost certainly sufficient).
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